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Abstract

The article presents the results of the pilot implementation of the predictive equipment maintenance system at the
SaryarkaAvtoProm LLP automotive industry enterprise. The system is based on an ensemble of machine learning
algorithms trained on multichannel sensor data (vibration, temperature, pressure, flow rate of process fluids) and
failure logs. The prototype of the online monitoring system was integrated with two priority assembly lines of the
machine assembly shop (engine and transmission units).

For two months, the system analyzed sensor data streams in real time and generated warnings when the failure
probability threshold of 0.7 was exceeded. During this period, 14 alarm notifications were generated, nine of which
corresponded to the actual pre-failure conditions of the equipment, and in five cases pronounced signs of wear
were detected, eliminated as part of scheduled repairs. It is shown that the introduction of a predictive maintenance
system has reduced total maintenance costs from 1,000,000 to 720,000 conventional units (savings of about 28%)
and reduced the duration of unplanned downtime from 340 to 200 hours (a decrease of =41%). The economic
impact factors are analyzed: advance planning of repairs, reduction of the number of emergency situations,
optimization of stocks and reduction of the volume of emergency purchases.

The pilot implemented sensor-data acquisition and preprocessing, ensemble-based risk estimation, an alert
interface, and feature-contribution explanations. Digital twins and federated learning were not part of the
experimental system and are considered only as directions for future scaling.

Keywords: Predictive maintenance, machine learning, online monitoring, economic efficiency, downtime,
automotive industry, sensor monitoring.
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AnHgatma
Makrgma SaryarkaAvtoProm LLP aBTOVOOAB eHepKaciol KecinopHbHiA »ebibij@ 6oDkaMibl KbBVET
KBCETY YYVECIH THIP1Oe/Tik-OHEPKECITTTIK eHri3y HTVMEEDI KETTpITEH. e KBN apHarbl CeHOO b K
FEpEKTERZE (i, TEMIEETYPS, KpCbM TEHYOVTBK CWbKIbKTibl TyTbHy) eHe CITCiadik
KYPHIAPbHIA OKpITbIFaH VBLLVHTBK 0Ky arOpUTVEDIHIH, aHcavaniHe  HeriaagrreH.  OHaiH
MOHTOPVHI YKyWECHIH, NmpoTotni VBXaHKaNbK, KYPECTb Py LEXbHLbH, ek 6aCbM  KyPecTb iy HeriiciveH
(KPBFAVTIK LLIEHE TPBHCMMOCHA TOparTab)) GpIKTIpUTreH
B alipH iLLiHe HBKTbIYakb TTaFb I Kye CRHOON K IEPEKTED aFbHIDbH Tariar, CITCI3MIK bKIVIVENIbFb
LLeri 0,7-[eH ackaH Ke3e ECKERTY e acaibl KepoeTinreH KeseHae 14 0abbin Xabapaviech Yacaribl orapibH
TOFbBbI XaIbKTbH, HaKTbI ajdbH arma 0Q/DkaHFaH Mai-KyviiHe ColikeC ke, an Gec »aFaiima »oorapbl
YOHIEY LLEHOEPIHIE MOMbVFaH To3yabH aikpH Oenrisepi aHbKraribl Barmariabl KpBVET KBCETY »KyVECIH
EHMI3y M@/l KoBVET KBPCETY LLbFbHIADbH 1000 000-HaH 720 000 LLBPTTLI DIk [gViiH TeVEHIETYTe
(uBvaveH 28% yHeMIEY) XeHe MOcrapiaHGaraH TOKTan Ky VeaKTbFbH 340-TaH 200 caramk figviiH
KpCKAPTYFa MYMKIHIK Gepaj (~41%0 TeveHzey). SKOHOMAKABK 308D (TBKTO/BDb! TripHarbL HEHIEY/
aNibHa/R Mooy, TETEHLLE XeF[ABD CaHbHbH, TOVEHIEYI, KOIVEL KDOMBObH OHTaIBHIbPY eHe
LLFb I CATb N &y KEeMIHIH, TOVEHIEY!.
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XalapriaHb [y VHTEUEIACE YeHe OE/Tiyep YNeciH KBOETY icke bbbl LipibKerianep MeH (erepamveT
OKpITY SKCTEPVIVEHTTIK XKyiere KipreH »OK XoHe dyVeHi 6orialLBKTa MeclLrabTay GaFbITTapb| PeTiHE faHa
KAPECTb Db Eb L
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AHHOTaLWA
B crame npenctareHbl pe3yrbTaibl OfbTHO-MPOVLLLEHHOMO  BHEOPEHVS CUCTEMbI  MPEVIKTVBHOMO
00CY»/BaHVS1 000PY/I0BaHA HA MPEONOVSTTAN aBTOMOOTBHOI MPOVL LLNEHHOCTY SaryarkaAvtoProm LLP. B
OCHOBY C/CTEMbI MNOJIONEH aHCAMO b &TOPTVOB. VBLLVHHOMO 00yHeHst, 00yHeHHbIX Ha. MHOMOKaHABHB X
CEHCOPHLIX JaHHB X (B/OPALYS, TEMIEPETYPE, JARMEHVE, PacX0f, TEXHOMOMHECKVX MVOKOCTEN) U XXypHaiaX
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0TKa30B. [IpOTOTHII CHCTEMBI OHJIAHH-MOHUTOPHHTA OBLT HHTCTPHPOBAH C IBYMS MPHOPHUTETHHIMH COOPOYHBIMH
JTMHUSIMEA MEXaHOCOOPOYHOTO IeXa (IBUTATEIbHBIC H TPAHCMHUCCHOHHBIC Y3JIBI).

B TeucHME ABYX MECSICB CHCTEMAa B PCANbHOM BPEMCHH AHAIM3HPOBATA IOTOKH CCHCOPHBIX JAHHBIX H
(opMHupoOBaNa MPCAYIPSKICHUA NMPH NMPCSBBINICHAH MOPOTa BEPOATHOCTH OTKaza (0,7. 3a yKa3aHHBIH TCPHOL
CTCHEPUPOBAHO 14 TPEBOXKHBIX YBEAOMIICHHH, JEBATh M3 KOTOPBIX COOTBETCTBOBAIM PEAIBLHO IMPETOTKA3HBIM
COCTOSHISIM 00OPYIOBAHMS, A B ILTH CIIy4asx ObLIM BBIIBICHBI BHIPA)KCHHBIC IPU3HAKY H3HOCA, YCTPAHCHHBIC B
paMKax IJIaHOBBIX PEMOHTOB. [10Ka3aHO, YTO BHEAPEHHUE CHCTEMBI MPEIUKTHBHOTO OOCIY KHBAHMUS II03BOJIHIO
CHH3HTH CYyMMAapHbIC 3aTpaThl HA odcayskusanue ¢ 1 000 000 xo 720 000 yCIOBHBIX € IMHHILL (SKOHOMUS TIOPSIIKA
28 %) W COKpaTUTh ATUTEILHOCTh HE3AIIAHUPOBAHHBIX MpocToeB ¢ 340 1o 200 yacos (yMeHbIIeHHE Ha ~41%).
AHamH3HPYIOTCH (HPAKTOPBI SKOHOMHUCCKOTO 3(P(eKTa; 3a01aroBPeMCHHOC TIAHUPOBAHUE PCMOHTOB, CHIDKCHIC
KOJIMHMECTBA ABAPHIHBIX CHTYAUWH, ONTHMH3ANMSI CKIAJCKHX 3allAcOB M YMCHBIICHHEC OOBEMA 3KCTPEHHBIX
3aKyTIOK.

B paMkax muioTa OBLTH pean30BaHbI COOp U mpeaodpaboTka CCHCOPHBIX JAHHBIX, AHCAMOIICBAS OLCHKA PHCKA,
wHTEeP(elic OMOBCIICHNIA 1 PEACTABICHAS BKJIAIA TPH3HAKOB. L{n(poBric IBOHHNKH H (peaACpaTHBHOC OOYUCHIC
B OKCIICPHMCHTAJBHYI0 CHCTEMY HE BXOJHMIM M PACCMATPHUBAIOTCS TOIBKO KAaK HANPABJICHHSA JATbHCHIIETO
MacIITabuPOBAHHA.

KiroueBbie c1oBa: MpeanKTHBHOE OOCITy>KHBAHUE, MAIIMHHOE OOYYUCHHE, OHIAHH-MOHUTOPHHT, 3KOHOMHUICCKAS
3(()eKTHBHOCTD, IPOCTOM, ABTOMOOHIIbHAS IIPOMBIIIICHHOCTD, CCHCOPHBIH MOHUTOPHHT .

Introduction

For an automotive assembly shop, equipment reliability is not an abstract technical
indicator: a single stop on a critical line can interrupt the planned output of engine or
transmission units. At SaryarkaAvtoProm LLP, this problem was considered together with the
cost of emergency repairs, loss of production time and the need to keep maintenance work
within scheduled windows. Preventive maintenance alone does not always detect the beginning
of degradation, while reactive repair records the problem only after it has already affected the
line.

The ICT basis for solving this task is the continuous use of industrial sensor data.
Vibration, temperature, pressure and flow-rate measurements can be processed as time series
and converted into diagnostic features for decision support. In this sense, Industry 4.0
technologies, IloT infrastructure and data analytics are used here not as a general digitalization
background, but as the information layer that links equipment condition, failure logs and
maintenance decisions.

Published studies on predictive maintenance show that data-driven maintenance can
reduce the losses associated with unplanned stops and poorly timed repairs [1-3]. The main
mechanism is practical: sensor streams are analyzed to detect anomalies, classify pre-failure
states and estimate the remaining useful life of components [4-6]. Al-based analysis of IloT
data has been used both for predictive-maintenance decisions and for operational monitoring of
connected transport systems [7, 8]. In maintenance applications, warnings issued before
complete failure support earlier diagnostics and repair planning [7].

This logic is especially important for automotive production. Assembly operations are
tightly connected, and the failure of one drive, bearing unit, hydraulic element or gearbox may
stop not only a local machine but also the following operations in the chain. Therefore, the
article treats early diagnosis as a production-data task: the system must recognize the beginning
of degradation early enough for the repair team to react without creating a new production
bottleneck.

The transition to PdM is relevant in automotive production because machine-learning-
based maintenance cases must satisfy reliability, safety and production-continuity requirements
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at the same time [20]. Studies on prognostics and health management report that condition-
based diagnostics can improve equipment availability and reduce maintenance costs [9].
Research on optimization and machine learning in automotive manufacturing also shows that
maintenance decisions are increasingly linked with production planning rather than considered
separately [10].

For online use, the speed and location of data processing are important. Edge analytics
and workshop-level preprocessing reduce the delay between a sensor change and a warning in
the interface [11]. Similar fault-detection tasks have been reported for industrial autonomous
transporters and automobile engines [12, 13], and neural-network models are also used in
related diagnostics of vehicles and infrastructure [14].

Several research directions are relevant to later scaling. Federated learning allows sites to
improve models without transferring raw operational data [15]. Explainable Al is also relevant
because engineers need to know why a warning was generated and which signals influenced it
[16]. Digital twins can support equipment condition assessment, fault prediction, and predictive
maintenance planning [17]. In this pilot, the interface displayed feature contributions, risk
trajectories, and links between alerts and maintenance-log events; digital twins and federated
learning were not implemented.

The economic result of PdM is formed mainly at the moment when an emergency stop is
replaced by planned work. For this reason, the assessment in the article includes not only the
cost of repair operations, but also production losses during downtime, urgent procurement and
overtime work of maintenance teams.

Although the literature on PdM is extensive, many papers remain at the level of models
trained on historical datasets. Fewer studies describe what happens after a model is placed into
an operating production circuit and begins to generate warnings for real maintenance personnel.
This gap is the reason for focusing the article on pilot operation, not only on algorithm training.

The ensemble machine learning models used in this study were developed and trained at
an earlier stage of the project using multichannel sensor data. This study focuses on the practical
implementation of these models in a real automotive production environment, describing
system architecture, online monitoring operations, operational and economic outcomes,
organizational integration, and prospects for scaling,

The purpose of this article is to evaluate the effectiveness of implementing a predictive
maintenance system at SaryarkaAvtoProm LLP based on an analysis of operational and
economic indicators, as well as to identify organizational and technological factors influencing
the success of integrating such systems into the production circuit of an automotive enterprise.

The study is positioned within the field of information and communication technologies,
specifically at the intersection of Data Science, Applied Artificial Intelligence, Industrial 10T,
and Smart Manufacturing. The ICT contribution lies not only in the use of machine learning
algorithms, but also in the integration of sensor data acquisition, online preprocessing, decision-
support software, and interpretable alert generation in a real production environment.

To achieve the stated purpose, the following research tasks were addressed: (1) to
describe the architecture of the predictive maintenance system; (2) to formalize the data flows
and machine learning models used for online monitoring; (3) to evaluate warning quality during
trial operation; (4) to assess the economic effect of the predictive strategy compared with
reactive maintenance; and (5) to identify organizational, technological and methodological
limitations for further scaling.
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Scientific novelty of the study

For this study, the engineering and applied novelty is defined by four points: (1) an ICT
architecture for PAM was deployed in a real automotive assembly environment; (2) Random
Forest, gradient boosting and CNN-LSTM outputs were combined for multichannel industrial
sensor streams; (3) the models were tested in continuous online monitoring, not only on
archived data; and (4) diagnostic results were connected with maintenance costs and downtime,
which made it possible to evaluate the system by both technical and economic indicators.

Materials and methods of research

The object of the research is the maintenance process for critical equipment of an
automotive mechanical assembly shop. The subject of the research is a data-driven method for
predicting pre-failure equipment states based on multichannel sensor data and machine learning
models.

The study is experimental and data-driven: it combines industrial sensor monitoring,
machine learning validation and a production-economic assessment of the pilot
implementation. The computational implementation was prepared in Python using standard
data-analysis and machine learning tools: pandas and NumPy for preprocessing, scikit-learn for
Random Forest and metric calculation, XGBoost/LightGBM for gradient boosting, and
TensorFlow/Keras for the CNN-LSTM model. The online monitoring prototype was integrated
with the enterprise sensor infrastructure and notification interface.

Only aggregated operational indicators and anonymized event descriptions were released
for publication. Raw sensor streams, detailed maintenance logs, implementation costs, and asset
identifiers remain inside the enterprise information system; this limits independent reproduction
of the numerical results.

Experimental scope. The pilot covered two priority assembly lines for engine and
transmission units in the mechanical assembly shop. The monitored contour included selected
bearings, gearboxes, hydraulic cylinders, and drive mechanisms rather than the entire plant.
Four sensor modalities were processed: vibration, temperature, pressure, and process-fluid
flow. Features were calculated over 30-second and 5-minute windows, the risk estimate was
updated every 60 seconds, and online operation lasted two months. Sensor coverage varied by
equipment unit; to avoid identifying individual assets, the contour is reported only in aggregate.

The predictive maintenance system comprises four interrelated components:

Data Collection Subsystem. Vibration, temperature, pressure, and process fluid flow
sensors were installed on critical equipment components (bearings, gearboxes, hydraulic
cylinders, and drive mechanisms). High-frequency vibration signals were captured with
minimal delay, while temperature and pressure readings were collected less frequently but
provided essential context for condition assessment. All data were timestamped and transmitted
to a centralized processing unit.

Preprocessing and Aggregation Module. This module filters outliers, restores isolated
gaps, synchronizes timestamps, and computes aggregated features over fixed time windows (30
seconds and 5 minutes). Feature normalization and logarithmic transformation are applied as
needed to mitigate scale differences.

Computational Module with Ensemble Models. Equipment failure predictions are
generated by an ensemble of three models:

- Random Forest for tabular aggregated features;

- Gradient Boosting (XGBoost/LightGBM) to capture nonlinear interactions;

- hybrid CNN and LSTM Neural Network for analysis of raw vibration time series.
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Each model outputs the probability of a component being in a pre-failure state. In the
deployed ensemble, the three model probabilities were combined by averaging to form the
integrated prediction used by the notification system.

User Interface and Notification System. The interface displays aggregated indicators by
production line, forecast history, and current risk levels for each component. If the integrated
probability exceeds a threshold of 0.7, the system generates an alert for the maintenance team,
specifying the component and the type of potential failure.

Historical monitoring data from the equipment of the SaryarkaAvtoProm LLP mechanical
assembly plant was used to train and test machine learning models. The observations included
multi-channel time series generated by sensors for vibration, temperature, pressure, and flow
of process fluids.

Data collection was carried out continuously during the long period of operation of the
equipment. The frequency of registration of vibration signals was up to several kilohertz, while
the temperature and pressure parameters were recorded with a lower frequency.

The database included several million time-series observations and maintenance-log
records describing failures and repair actions. The logs were used to label normal and pre-
failure conditions. The enterprise did not release the numbers of training and test windows, the
class distribution, or the count of historical failure episodes, so sample-level replication is not
possible.

The forecast update rate was 60 seconds, reflecting the actual frequency of sensor data
input and the allowable calculation delay. The alarm threshold was set at 0.7: if the integral
probability of failure issued by the ensemble exceeded this threshold, the system classified the
equipment condition as critical and generated a notification indicating the specific node and the
type of possible malfunction.

The models were trained on labelled historical data containing normal operating modes
and intervals preceding documented failures. The validation scheme consisted of a training
sample and a held-out test sample;, no separate fixed validation subset was used.
Hyperparameters were selected by cross-validation within the training sample, after which the
ensemble was evaluated on the held-out test sample.

Aggregated statistical features based on time windows of observations were used for
Random Forest and gradient boosting models. The neural network model of CNN and LSTM
was trained directly on the initial time series of vibration signals, which made it possible to take
into account time dependencies and characteristic patterns of equipment degradation.

Hyperparameters were selected by cross-validation within the training sample, and the
final ensemble was formed by averaging the three model probabilities.

The alarm threshold of 0.7 was selected during validation as an operational, risk-oriented
compromise between missed failures and redundant diagnostics. It was not derived from a
separately reported optimization across multiple threshold values. Because a false negative may
cause emergency downtime, component destruction, or cascading damage, the selected
operating point prioritizes Recall while keeping the alert volume manageable for maintenance
personnel. The metrics reported below therefore apply only to the 0.7 operating threshold.
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Table 1. The main features used in the models

Feature group Examples
Vibration parameters RMS vibration, spectral energy
Temperature parameters Average temperature, temperature gradient
Pressure parameters Average pressure, dispersion
Operating parameters Equipment load mode

To increase the information content of the models, a set of statistical and spectral features
was formed from the initial signals, shown in Table 1.

During the experiment, the system operated in continuous online monitoring mode,
analyzing incoming sensor data and making predictions about the technical condition of the
equipment. Information about the warnings was transmitted to the repair and maintenance
service of the enterprise, where decisions were made on additional diagnostics or planning
repairs.

The trial operation of the system was carried out for two months under real enterprise
conditions. During this period, the system generated 14 alarm notifications on the monitored
lines. Subsequent analysis revealed the following:

- 9 notifications were found to be correct: during emergency diagnostics of the equipment,
pre-emergency conditions were recorded (abnormal vibration growth, steady overheating of
certain components, pressure instability in the hydraulic system, etc.). Timely intervention
prevented the development of failures and avoided a complete shutdown of the line.

-5 notifications did not lead to immediate failures; however, during the planned
disassembly of the units, noticeable signs of wear were revealed (developed bearing defects,
early signs of gear damage, etc.). The replacement or restoration of components was carried out
within the framework of pre-planned stops, which minimized the impact of repair work on the
overall production schedule.

The five warnings that did not end in immediate failure were still useful for maintenance
planning: inspection during planned stops revealed early wear in the corresponding units. In
this setting, a moderate number of additional warnings is acceptable because the cost of missing
a real failure is higher than the cost of checking a component during scheduled maintenance.

Table 2. System activation results

Type of operation Quantity Share
Confirmed pre-failure states 9 64%
Early signs of wear 5 36%
Total warnings 14 100%

Of the 14 warnings summarized in Table 2, nine corresponded to confirmed pre-failure
conditions. This supports the ability of the ensemble to detect early signs of equipment
degradation.

According to reviews from engineering and technical staff, early warnings allowed:

- more flexible planning of maintenance work and distribution of workload among repair
teams;

- reduction of stress on staff associated with emergency situations;

- reduction of the risk of cascading damage to neighboring equipment components.
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In terms of the quality of the algorithms, the main classification quality metrics were
calculated to quantify the effectiveness of the system. Based on the results of trial operation,
the following indicators were obtained: Precision — 0.64, Recall — 1.0, F1-score — 0.78. A high
Recall value indicates the system's ability to detect almost all potentially dangerous equipment
conditions, which is critically important for industrial diagnostics tasks.

The relationship between Precision and Recall should be interpreted in the context of
industrial risk management. For the pilot metrics, a warning linked to a documented pre-failure
state was treated as a positive prediction; a warning that revealed wear but was not followed by
an immediate pre-failure event was not counted as a confirmed positive, although it remained
operationally useful. Precision of 0.64 indicates that 9 of 14 alerts corresponded to confirmed
pre-failure states, while Recall of 1.0 means that no confirmed dangerous event documented
during the pilot interval was missed. With only 14 alerts, the Wilson 95% confidence interval
for Precision is approximately 0.39-0.84; the metric is therefore a pilot estimate rather than a
definitive long-term value.

The ensemble decision logic was also compared with simpler approaches used in
maintenance practice. A single threshold rule based only on vibration or temperature is
transparent but reacts poorly to combined weak signals and transient operating modes.
Individual machine learning models are more flexible, but Random Forest and gradient
boosting mainly process aggregated windows, whereas CNN-LSTM captures temporal
vibration patterns. Combining their outputs was intended to reduce model-specific errors and
to provide a more stable warning logic under heterogeneous sensor data.

The production interface retained integrated ensemble alerts and their explanations, but
not synchronized outputs from each component model. A retrospective comparison of model-
level Precision, Recall, and F1-score would therefore be unreliable. The next validation stage
should log all component-model outputs against a common held-out benchmark; the pilot
metrics reported here apply only to the deployed ensemble.

For this type of industrial task, redundant warnings are less damaging than missed
failures. Additional diagnostics require time, but a false negative may lead to line stoppage,
emergency procurement and cascading damage. The selected strategy therefore gives priority
to completeness of pre-failure detection, while the number of warnings remains low enough for
maintenance personnel to process them manually.

Assessment of economic efficiency

To quantify the economic impact of transitioning to predictive maintenance, a
comparative analysis of two strategies was conducted:

- reactive maintenance — repair after failure, previously used in the company;

- predictive maintenance — planning maintenance activities based on forecasts from an
ensemble of models.

The calculation included:

- direct costs of planned and unplanned repairs;

- losses from unplanned downtime;

- additional expenses for urgent purchases and overtime work of maintenance personnel.

Table 3 presents enterprise-aggregated values calculated on the same comparison basis.
Monetary values are expressed in conventional units because the underlying accounting records
are confidential.
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Table 3. Comparison of Maintenance Strategies

Service strate Total cost, | Unplanned Reduced Savings vs.
gy conv. units | downtime, h | downtime, % | reactive, %
Reactive maintenance 1 000 000 340 - -
Predictive maintenance _ -
(ML ensemble) 720 000 200 ~ 41 ~ 28

Using the values in Table 3, total maintenance costs decreased by 280,000 conventional
units (28.0%), while unplanned downtime was reduced by 140 hours (41.2%). These figures
apply to the enterprise comparison used for the pilot and are not universal industry coefficients.

The key sources of savings were:

- advance planning of repairs. Thanks to the system's forecasts, maintenance activities
were scheduled during periods of minimal line load, reducing the impact of shutdowns on the
production program,;

-reduction of emergency failures. Early detection of component degradation allowed
major emergency repairs to be avoided, the cost of which typically far exceeds that of planned
maintenance;

-inventory and procurement optimization. Advance information about upcoming part
replacements enabled planning of purchases, avoiding emergency orders at inflated prices and
reducing the volume of “frozen” stock;

- reduction of overtime and use of external contractors. Transitioning from reactive “fire-
fighting” repairs to planned maintenance decreased the need for urgent work, further easing the
burden on the enterprise's budget.

A model of total equipment maintenance costs was used to quantify the economic effect
of implementing a predictive maintenance system. The total cost of operation can be
represented by the following expression:

Ctotal = Crepair + Cdowntime + Cinventory + Cemergency (1)

where Crepair 1S the cost of repair work; Cdowntime 15 losses related to the shutdown of the
production line; Cinventory 18 the cost of holding spare-parts inventory; Cemergency includes urgent
procurement, overtime work, and external contractors.

First-year ROI was used to relate the annual net operating benefit to the initial
implementation investment:

ROIly = ((Eann - Cimpl) / Cimpl) x 100% (2)

Here, Fam 1s the annual net operating benefit (gross savings minus recurring operating
costs) before recovery of the initial investment, and Cimpi 1s the one-time implementation cost.
Equation (2) therefore gives first-year ROL The payback period is:

Tpayback = Cimpl / Eann (3)
A payback period below one year requires Cimpl < Eann. Internal financial statements meet

this condition, but the implementation and component-level cost data are confidential. The
exact ROI and payback are therefore management-accounting estimates rather than
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independently reproducible results. The released data support the observed cost difference of
280,000 conventional units and downtime difference of 140 hours.

The size of the economic effect depends on the cost of line downtime and on how
intensively the equipment is used. In highly loaded automotive production, even a relatively
small decrease in unplanned stops can give a noticeable financial result.

Organizational Aspects and Impact on Safety.

The practical implementation of the predictive maintenance system required several
organizational changes:

- revision of interaction rules between operational and maintenance personnel;

- inclusion of system alarms in maintenance planning procedures;

- development of standard operating procedures (SOPs) for responding to high-risk
failure notifications.

Engineers needed to see why an alert had been issued, a requirement also emphasized in
work on explainable AT for predictive maintenance [16]. The implemented interface displayed:

- the contribution of key features (temperature, vibration along individual axes, pressure)
to the ensemble's final forecast;

- the dynamics of the predicted probability of failure over time;

- the association of specific warnings with corresponding events in the maintenance logs.

Training sessions for engineering and technical personnel covered Precision, Recall, F1-
score, and the response procedure for system alerts. The sessions linked model output with the
maintenance decisions expected from staftf.

From the perspective of industrial safety, the predictive system allowed:

- reduction of the likelihood of serious accidents involving component destruction and
risks to personnel health;

- reduction of the likelihood of cascading damage, where failure of one unit leads to
damage to several neighboring units;

- safer execution of maintenance activities by transferring them to scheduled windows
and eliminating the urgency typical of emergency repairs.

The literature identifies accident prevention and reduction of critical incidents as
important effects of PAM implementation [9, 19, 20]. The pilot results at SaryarkaAvtoProm
LLP are consistent with this interpretation: early warnings did not eliminate the need for human
diagnostics, but they gave repair teams more time to inspect risky components before
emergency conditions developed.

Table 4. Comparison of PdM implementation results

Study Cost reduction Reduced downtime
Bucay-Valdiviezo et al., 2023 20-25% ~30%
Meddaoui et al., 2024 ~30% ~35%
This study ~28% ~41%

The data in Table 4 place the pilot results within the range reported in comparable PdM
studies [2, 5]. The obtained cost reduction of about 28% and downtime reduction of about 41%
do not by themselves prove universal applicability, but they support the practical relevance of
machine-learning-based maintenance under the conditions of the monitored lines.

The study also has clear boundaries. The pilot covered only a limited number of
production lines, and the two-month observation period is too short to describe seasonal load
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changes or long-term ageing of equipment. In addition, not every unit was covered by the same
set of sensors, which means that some failure modes could remain less visible to the model.

These limitations directly affect the transferability of the results: models trained on a
narrow set of lines may reflect specific equipment modes, sensor placement and maintenance
practices. Therefore, before deployment in other workshops or enterprises, the models should
be recalibrated on local data and revalidated under new operating regimes. The obtained results
should be interpreted as evidence of technical and economic feasibility rather than as a universal
benchmark for all automotive enterprises.

Reproducibility is limited by undisclosed sample counts, asset-level sensor coverage, per-
model alert logs, and implementation cost. These gaps do not change the recorded pilot
outcomes, but they restrict statistical comparison and independent verification of payback.

Discussion and results

The pilot results are close to the ranges reported in the PdM literature, but their
interpretation should remain cautious. In the present case, the economic eftfect was achieved
because warnings were linked with actual maintenance planning: repairs could be moved to less
loaded periods, and emergency interventions became less frequent. This connection between
prediction and maintenance scheduling is more important than the isolated accuracy of the
model.

The diagnostic quality of the proposed approach depends on the completeness of sensor
coverage, the quality of failure-log annotation and the stability of operating regimes. Missing
sensors, irregular maintenance records or changes in production load can shift the data
distribution and reduce model generalizability. For this reason, periodic recalibration,
monitoring of model drift and validation after major equipment changes should be treated as
necessary elements of the PdM lifecycle.

The architecture used in the pilot also shows why local preprocessing is useful. If all raw
signals are transferred without aggregation, the monitoring loop becomes slower and more
difficult to maintain. Computing features at the workshop level and sending compact risk
estimates to the interface is a more practical option for near-real-time maintenance decisions,
especially for mobile or autonomous industrial equipment [11].

The remaining discussion concerns possible extensions, not components of the pilot.
Digital twins, federated, transfer and reinforcement learning, added acoustic or visual inputs,
and MES/ERP integration require separate validation.

The next development step is to connect the monitoring system with a digital twin of the
production line. Such a model would make it possible to:

- conduct simulation experiments to assess the impact of various maintenance strategies;

- predict the consequences of failures without risking real equipment;

- optimize repair schedules based on production programs and resource availability.

Federated learning is another option for scaling, especially when several enterprises or
sites operate similar equipment but cannot exchange raw data. In that case, each site can train
on its own operational history, while the shared model receives only aggregated learning
updates. For automotive enterprises, this is important because sensor logs, workloads and
maintenance records may contain commercially sensitive information.

From a diagnostic perspective, additional data types can be integrated:

- acoustic signals, which have been successfully used to detect engine defects;

- data on road conditions and external operating environments, applied in similar tasks
for predicting roadway degradation;

- video images and computer vision analysis for assessing wear of exposed components.
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Further improvement of the system may also require transfer learning and reinforcement
learning. Transfer learning can reduce the amount of new data needed when the model is moved
to another line, while reinforcement learning may be used to select maintenance actions under
resource constraints [4, 18, 19]. These methods should be tested carefully, because a scheduling
model that is efficient in simulation may behave differently under real production interruptions.

At the enterprise level, PAM should eventually be connected with MES and ERP systems
rather than remain a separate diagnostic dashboard. Such integration would allow warnings to
influence spare-parts planning, repair-team workload and the production schedule. This is the
point at which predictive maintenance begins to move toward prescriptive maintenance: the
system not only reports risk, but also supports the choice of a repair window and resource
allocation [4].

In the long term, this transition can change the role of the maintenance service from
emergency response to planned lifecycle management of production equipment.

The SaryarkaAvtoProm LLP case should therefore be considered as a pilot
implementation of industrial Al under real operating constraints. Its value lies not in replacing
engineering expertise, but in showing how sensor data, model outputs and maintenance
decisions can be joined in one operational workflow.

Conclusions

The study showed that machine learning methods can be used for predictive maintenance
in an operating automotive production environment. The conclusions below correspond to the
tasks stated in the introduction.

1) The proposed ICT architecture brings together sensor monitoring, preprocessing,
ensemble models and an alert interface. In practice, this turns raw equipment signals into a
decision-support tool for the maintenance service.

2) The ensemble based on Random Forest, gradient boosting and CNN-LSTM models
detected early degradation patterns in multichannel data. During the two-month pilot, 14
warnings were generated; 9 were linked with confirmed pre-failure states, and 5 led to the
detection of significant wear during scheduled maintenance.

3) The 0.7 alarm threshold was an operational, recall-oriented setting rather than the result
of a separately reported threshold-optimization study. At this setting, the pilot metrics were
Precision = 0.64, Recall = 1.0, and F1-score = 0.78, but the small number of observed events
requires longer validation.

4) Compared with reactive maintenance on the reported enterprise comparison basis, the
predictive strategy reduced total maintenance costs by 280,000 conventional units (28.0%) and
unplanned downtime by 140 hours (41.2%). Because implementation cost data are confidential,
the internal estimate of payback within one year is not presented as an independently
reproducible result.

5) The implementation changed maintenance organization as well as diagnostics. Alerts
were added to planning procedures, engineers received explanations of the model output, and
earlier inspections reduced the probability of cascading equipment damage.

6) The article's applied contribution is the demonstration that PAM can be evaluated by a
combined set of indicators: classification metrics, production downtime, maintenance costs and
organizational effects. This gives a broader view than model accuracy alone.

7) Further work should extend the observation period, include more production lines,
retain synchronized outputs from each component model, and add acoustic, visual, and
environmental data. Digital twins, federated learning, transfer learning, and reinforcement
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learning were not implemented in the present pilot and must be evaluated separately before they
can be treated as system components.

The pilot supports machine-learning-based PdM as one component of industrial digital
transformation. Its practical effect depends on sensor-data quality, maintenance-log discipline,
and the enterprise's ability to incorporate model warnings into routine repair planning.
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